THE NATIONAL

ARTIFICIAL INTELLIGENCE
RESEARCH AND DEVELOPMENT
STRATEGIC PLAN

National Science and Technology Council

Networking and Information Technology
Research and Development Subcommittee

October 2016







About the National Science and Technology Council

The National Science and Technology Council (NSTC) is the principal means by which the Executive
Branch coordinates science and technology policy across the diverse entities that make up the Federal
research and development (R&D) enterprise. One of the NSTC’s primary objectives is establishing clear
national goals for Federal science and technology investments. The NSTC prepares R&D packages aimed
at accomplishing multiple national goals. The NSTC’s work is organized under five committees:
Environment, Natural Resources, and Sustainability; Homeland and National Security; Science,
Technology, Engineering, and Mathematics (STEM) Education; Science; and Technology. Each of these
committees oversees subcommittees and working groups that are focused on different aspects of
science and technology. More information is available at www.whitehouse.gov/ostp/nstc.

About the Office of Science and Technology Policy

The Office of Science and Technology Policy (OSTP) was established by the National Science and
Technology Policy, Organization, and Priorities Act of 1976. The mission of OSTP is threefold; first, to
provide the President and his senior staff with accurate, relevant, and timely scientific and technical advice
on all matters of consequence; second, to ensure that the policies of the Executive Branch are informed by
sound science; and third, to ensure that the scientific and technical work of the Executive Branch is
properly coordinated so as to provide the greatest benefit to society. The Director of OSTP also serves as
Assistant to the President for Science and Technology and manages the NSTC. More information is
available at www.whitehouse.gov/ostp.

About the Subcommittee on Networking and Information Technology Research and
Development

The Subcommittee on Networking and Information Technology Research and Development (NITRD) is a
body under the Committee on Technology (CoT) of the National Science and Technology Council (NSTC).
The NITRD Subcommittee coordinates multiagency research and development programs to help assure
continued U.S. leadership in networking and information technology, satisfy the needs of the Federal
Government for advanced networking and information technology, and accelerate development and
deployment of advanced networking and information technology. It also implements relevant provisions
of the High-Performance Computing Act of 1991 (P.L. 102-194), as amended by the Next Generation
Internet Research Act of 1998 (P. L. 105-305), and the America Creating Opportunities to Meaningfully
Promote Excellence in Technology, Education and Science (COMPETES) Act of 2007 (P.L. 110-69). For
more information, see www.nitrd.gov.

Acknowledgments

This document was developed through the contributions of the members and staff of the NITRD Task
Force on Artificial Intelligence. A special thanks and appreciation to additional contributors who helped
write, edit, and review the document: Chaitan Baru (NSF), Eric Daimler (Presidential Innovation Fellow),
Ronald Ferguson (DoD), Nancy Forbes (NITRD), Eric Harder (DHS), Erin Kenneally (DHS), Dai Kim (DoD),
Tatiana Korelsky (NSF), David Kuehn (DOT), Terence Langendoen (NSF), Peter Lyster (NITRD), KC Morris
(NIST), Hector Munoz-Avila (NSF), Thomas Rindflesch (NIH), Craig Schlenoff (NIST), Donald Sofge (NRL),
and Sylvia Spengler (NSF).


http://www.whitehouse.gov/ostp/nstc
http://www.whitehouse.gov/ostp
https://www.nitrd.gov/

Copyright Information

This is a work of the U.S. Government and is in the public domain. It may be freely distributed, copied,
and translated; acknowledgment of publication by the Office of Science and Technology Policy is
appreciated. Any translation should include a disclaimer that the accuracy of the translation is the
responsibility of the translator and not OSTP. It is requested that a copy of any translation be sent to
OSTP. This work is available for worldwide use and reuse and under the Creative Commons CCO 1.0
Universal license.



October 13, 2016

Dear Colleagues:

We are pleased to transmit with this letter the National Artificial Intelligence Research and Development
Strategic Plan of the NSTC. This Plan was developed by the Artificial Intelligence Task Force, an
interagency working group tasked by the NITRD Subcommittee of the NSTC, at the request of the NSTC
Subcommittee on Machine Learning and Artificial Intelligence.

Intelligent computer systems have long been a subject of science fiction. Now, we are entering an era in
which Al is having broad and deep impacts on our daily lives, ranging from precision medicine to
transportation to education and more. In response, on May 3, 2016, the White House announced a
series of actions to spur public dialogue on Al, to identify challenges and opportunities related to this
emerging technology, to aid in the use of Al for more effective government, and to prepare for the
potential benefits and risks of Al. As part of these actions, the White House directed the creation of a
national strategy for research and development in artificial intelligence.

This resulting Al R&D Strategic Plan defines a high-level framework that can be used to identify scientific
and technological needs in Al, and to track the progress and maximize the impact of R&D investments to
fill those needs. It also establishes priorities for Federally-funded R&D in Al, looking beyond near-term Al
capabilities toward long-term transformational impacts of Al on society and the world.

This coordinated Al R&D effort across the Federal government will help the United States capitalize on
the full potential of Al technologies to strengthen our economy and better our society. The Al R&D
Strategic Plan does not, however, define specific research agendas for individual Federal agencies.
Instead, agencies will continue to pursue priorities consistent with their missions, capabilities,
authorities, and budgets, while coordinating so that the overall research portfolio is consistent with the
Al R&D Strategic Plan.

We look forward to continuing this important work with Federal agencies and other key partners, and
using this Plan to guide future decisions in Al R&D.

Sincerely, K

Bryan Biegel James F. Kurose

Director, Nationa! Coordination Office for Assistant Director, Computer and Information
Networking and Information Technology Science and Engineering

Research and Development National Science Foundation

Co-Chairs, Subcommittee on Networking and Information Technology Research and Development
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Executive Summary

Artificial intelligence (Al) is a transformative technology that holds promise for tremendous societal and
economic benefit. Al has the potential to revolutionize how we live, work, learn, discover, and
communicate. Al research can further our national priorities, including increased economic prosperity,
improved educational opportunities and quality of life, and enhanced national and homeland security.
Because of these potential benefits, the U.S. government has invested in Al research for many years.
Yet, as with any significant technology in which the Federal government has interest, there are not only
tremendous opportunities but also a number of considerations that must be taken into account in
guiding the overall direction of Federally-funded R&D in Al.

On May 3, 2016, the Administration announced the formation of a new NSTC Subcommittee on Machine
Learning and Artificial intelligence, to help coordinate Federal activity in AL.' This Subcommittee, on June
15, 2016, directed the Subcommittee on Networking and Information Technology Research and
Development (NITRD) to create a National Artificial Intelligence Research and Development Strategic
Plan. A NITRD Task Force on Artificial Intelligence was then formed to define the Federal strategic
priorities for Al R&D, with particular attention on areas that industry is unlikely to address.

This National Artificial Intelligence R&D Strategic Plan establishes a set of objectives for Federally-
funded Al research, both research occurring within the government as well as Federally-funded research
occurring outside of government, such as in academia. The ultimate goal of this research is to produce
new Al knowledge and technologies that provide a range of positive benefits to society, while
minimizing the negative impacts. To achieve this goal, this Al R&D Strategic Plan identifies the following
priorities for Federally-funded Al research:

Strategy 1: Make long-term investments in Al research. Prioritize investments in the next generation of
Al that will drive discovery and insight and enable the United States to remain a world leader in Al.

Strategy 2: Develop effective methods for human-Al collaboration. Rather than replace humans, most
Al systems will collaborate with humans to achieve optimal performance. Research is needed to create
effective interactions between humans and Al systems.

Strategy 3: Understand and address the ethical, legal, and societal implications of Al. We expect Al
technologies to behave according to the formal and informal norms to which we hold our fellow
humans. Research is needed to understand the ethical, legal, and social implications of Al, and to
develop methods for designing Al systems that align with ethical, legal, and societal goals.

Strategy 4: Ensure the safety and security of Al systems. Before Al systems are in widespread use,
assurance is needed that the systems will operate safely and securely, in a controlled, well-defined, and
well-understood manner. Further progress in research is needed to address this challenge of creating Al
systems that are reliable, dependable, and trustworthy.

Strategy 5: Develop shared public datasets and environments for Al training and testing. The depth,
quality, and accuracy of training datasets and resources significantly affect Al performance. Researchers
need to develop high quality datasets and environments and enable responsible access to high-quality
datasets as well as to testing and training resources.

Strategy 6: Measure and evaluate Al technologies through standards and benchmarks. Essential to
advancements in Al are standards, benchmarks, testbeds, and community engagement that guide and

L E. Felten, “Preparing for the Future of Artificial Intelligence,” White House Office of Science and Technology Policy
blog, May 5, 2016, https://www.whitehouse.gov/blog/2016/05/03/preparing-future-artificial-intelligence.
3



https://www.whitehouse.gov/blog/2016/05/03/preparing-future-artificial-intelligence

NATIONAL ARTIFICIAL INTELLIGENCE RESEARCH AND DEVELOPMENT STRATEGIC PLAN

evaluate progress in Al. Additional research is needed to develop a broad spectrum of evaluative
techniques.

Strategy 7: Better understand the national Al R&D workforce needs. Advances in Al will require a
strong community of Al researchers. An improved understanding of current and future R&D workforce
demands in Al is needed to help ensure that sufficient Al experts are available to address the strategic
R&D areas outlined in this plan.

The Al R&D Strategic Plan closes with two recommendations:

Recommendation 1: Develop an Al R&D implementation framework to identify S&T
opportunities and support effective coordination of Al R&D investments, consistent with
Strategies 1-6 of this plan.

Recommendation 2: Study the national landscape for creating and sustaining a healthy Al
R&D workforce, consistent with Strategy 7 of this plan.
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Introduction
Purpose of the National Al R&D Strategic Plan

In 1956, researchers in computer science from across the United States met at Dartmouth College in
New Hampshire to discuss seminal ideas on an emerging branch of computing called artificial
intelligence or Al. They imagined a world in which “machines use language, form abstractions and
concepts, solve the kinds of problems now reserved for humans, and improve themselves”.? This historic
meeting set the stage for decades of government and industry research in Al, including advances in
perception, automated reasoning/planning, cognitive systems, machine learning, natural language
processing, robotics, and related fields. Today, these research advances have resulted in new sectors of
the economy that are impacting our everyday lives, from mapping technologies to voice-assisted smart
phones, to handwriting recognition for mail delivery, to financial trading, to smart logistics, to spam
filtering, to language translation, and more. Al advances are also providing great benefits to our social
wellbeing in areas such as precision medicine, environmental sustainability, education, and public
welfare.?

The increased prominence of Al approaches over the past 25 years has been boosted in large part by the
adoption of statistical and probabilistic methods, the availability of large amounts of data, and increased
computer processing power. Over the past decade, the Al subfield of machine learning, which enables
computers to learn from experience or examples, has demonstrated increasingly accurate results,
causing much excitement about the near-term prospects of Al. While recent attention has been paid to
the importance of statistical approaches such as deep learning,* impactful Al advances have also been
made in a wide variety of other areas, such as perception, natural language processing, formal logics,
knowledge representations, robotics, control theory, cognitive system architectures, search and
optimization techniques, and many others.

The recent accomplishments of Al have generated important questions on the ultimate direction and
implications of these technologies: What are the important scientific and technological gaps in current
Al technologies? What new Al advances would provide positive, needed economic and societal impacts?
How can Al technologies continue to be used safely and beneficially? How can Al systems be designed to
align with ethical, legal, and societal principles? What are the implications of these advancements for
the Al R&D workforce?

The landscape for Al R&D is becoming increasingly complex. While past and present investments by the
U.S. Government have led to groundbreaking approaches to Al, other sectors have also become
significant contributors to Al, including a wide range of industries and non-profit organizations. This
investment landscape raises major questions about the appropriate role of Federal investments in the
development of Al technologies. What are the right priorities for Federal investments in Al, especially
regarding areas and timeframes where industry is unlikely to invest? Are there opportunities for
industrial and international R&D collaborations that advance U.S. priorities?

% J. McCarthy, M. L. Minsky, N. Rochester, C. E. Shannon, “A Proposal for the Dartmouth Summer Research Project
on Artificial Intelligence,” August 31, 1955, http://www-
formal.stanford.edu/jmc/history/dartmouth/dartmouth.html.

*See presentations from subject matter experts at Artificial Intelligence for Social Good workshop, June 7, 2016,
http://cra.org/ccc/events/ai-social-good/.

* Deep learning refers to a general family of methods that use multi-layered neural networks; these methods have
supported rapid progress on tasks once believed to be incapable of automation.
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In 2015, the U.S. Government’s investment in unclassified R&D in Al-related technologies was
approximately $1.1 billion. Although these investments have led to important new science and
technologies, there is opportunity for further coordination across the Federal government so that these
investments can achieve their full potential.”

Recognizing the transformative effects of Al, in May 2016, the White House Office of Science and
Technology Policy (OSTP) announced a new interagency working group to explore the benefits and risks
of Al° OSTP also announced a series of four workshops, held in the May-July 2016 time frame, aimed at
spurring public dialogue on Al, and identifying the challenges and opportunities it entails. The outcomes
of the workshops are part of a companion public report, Preparing for the Future of Artificial
Intelligence, released in conjunction with this plan.

In June 2016, the new NSTC Subcommittee on Machine Learning and Artificial Intelligence—which is
chartered to stay abreast of advances in Al within the Federal government, the private sector, and
internationally, and to help coordinate Federal activities in Al—tasked the NITRD National Coordination
Office (NCO) to create the National Artificial Intelligence Research and Development Strategic Plan. The
Subcommittee directed that this plan should convey a clear set of R&D priorities that address strategic
research goals, focus Federal investments on those areas in which industry is unlikely to invest, and
address the need to expand and sustain the pipeline of Al R&D talent.

Input to this Al R&D Strategic Plan has come from a wide range of sources, including Federal agencies,

public discussions at Al-related meetings, an OMB data call across all Federal agencies who invest in IT-
related R&D, the OSTP Request for Information (RFI) that solicited public input about how America can
best prepare for an Al future,” and information from open publications on Al.

This plan makes several assumptions about the future of AL.2 First, it assumes that Al technologies will
continue to grow in sophistication and ubiquity, thanks to Al R&D investments by government and
industry. Second, this plan assumes that the impact of Al on society will continue to increase, including
on employment, education, public safety, and national security, as well as the impact on U.S. economic
growth. Third, it assumes that industry investment in Al will continue to grow, as recent commercial
successes have increased the perceived returns on investment in R&D. At the same time, this plan
assumes that some important areas of research are unlikely to receive sufficient investment by industry,
as they are subject to the typical underinvestment problem surrounding public goods. Lastly, this plan
assumes that the demand for Al expertise will continue to grow within industry, academia, and
government, leading to public and private workforce pressures.

Other R&D strategic plans and initiatives of relevance to this Al R&D Strategic Plan include the Federal
Big Data Research and Development Strategic Plan,’ the Federal Cybersecurity Research and
Development Strategic Plan,'® the National Privacy Research Strategy,™* the National Nanotechnology

> While NITRD has several working groups that touch on aspects of Al, there is no current NITRD working group
focused specifically on coordinating inter-agency Al R&D investments and activities.

®E. Felten, “Preparing for the Future of Artificial Intelligence,” White House Office of Science and Technology Policy
blog, May 5, 2016, https://www.whitehouse.gov/blog/2016/05/03/preparing-future-artificial-intelligence.

7 WH/OSTP RFI blog post: https://www.whitehouse.gov/blog/2016/06/27/how-prepare-future-artificial-
intelligence.

® ). Furman, Is This Time Different? The Opportunities and Challenges of Artificial Intelligence, Council of Economic
Advisors remarks, New York University: Al Now Symposium, July 7, 2016.

° Federal Big Data Research and Development Strategic Plan, May 2016,
https://www.nitrd.gov/PUBS/bigdatardstrategicplan.pdf.

1% Federal Cybersecurity Research and Development Strategic Plan, February 2016,
https://www.nitrd.gov/cybersecurity/publications/2016 Federal Cybersecurity Research and Development Stra

tegic_Plan.pdf.
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Initiative Strategic Plan,** the National Strategic Computing Initiative,** the Brain Research through
Advancing Innovative Neurotechnologies Initiative,'* and the National Robotics Initiative.'” Additional
strategic R&D plans and strategic frameworks are in the developmental stages, addressing certain sub-
fields of Al, including video and image analytics, health information technology, and robotics and
intelligent systems. These additional plans and frameworks will provide synergistic recommendations
that complement and expand upon this Al R&D Strategic Plan.

Desired Outcome

This Al R&D Strategic Plan looks beyond near-term Al capabilities toward longer-term transformational
impacts of Al on society and the world. Recent advances in Al have led to significant optimism about the
potential for Al, resulting in strong industry growth and commercialization of Al approaches. However,
while the Federal government can leverage industrial investments in Al, many application areas and
long-term research challenges will not have clear near-term profit drivers, and thus may not be
significantly addressed by industry. The Federal government is the primary source of funding for long-
term, high-risk research initiatives, as well as near-term developmental work to achieve department- or
agency-specific requirements or to address important societal issues that private industry does not
pursue. The Federal government should therefore emphasize Al investments in areas of strong societal
importance that are not aimed at consumer markets—areas such as Al for public health, urban systems
and smart communities, social welfare, criminal justice, environmental sustainability, and national
security, as well as long-term research that accelerates the production of Al knowledge and
technologies.

A coordinated R&D effort in Al across the Federal government will increase the positive impact of these
technologies, and provide policymakers with the knowledge needed to address complex policy
challenges related to the use of Al. A coordinated approach, moreover, will help the United States
capitalize on the full potential of Al technologies for the betterment of society.

This Al R&D Strategic Plan defines a high-level framework that can be used to identify scientific and
technological gaps in Al and track the Federal R&D investments that are designed to fill those gaps. The
Al R&D Strategic Plan identifies strategic priorities for both near-term and long-term support of Al that
address important technical and societal challenges. The Al R&D Strategic Plan, however, does not
define specific research agendas for individual Federal agencies. Instead, it sets objectives for the
Executive Branch, within which agencies may pursue priorities consistent with their missions,
capabilities, authorities, and budgets, so that the overall research portfolio is consistent with the Al R&D
Strategic Plan.

The Al R&D Strategic Plan also does not set policy on the research or use of Al technologies nor does it
explore the broader concerns about the potential influence of Al on jobs and the economy. While these
topics are critically important to the Nation, they are discussed in the Council of Economic Advisors
report entitled “Is This Time Different? The Opportunities and Challenges of Artificial Intelligence.”® The

" National Privacy Research Strategy, June 2016,
https://www.nitrd.gov/PUBS/NationalPrivacyResearchStrategy.pdf.

2 National Nanotechnology Initiative Strategic Plan, February 2014,
http://www.nano.gov/sites/default/files/pub resource/2014 nni_strategic plan.pdf.

 National Strategic Computing Initiative Strategic Plan, July 2016,
https://www.whitehouse.gov/sites/whitehouse.gov/files/images/NSCI%20Strategic%20Plan.pdf

1% Brain Research through Advancing Innovative Neurotechnologies (BRAIN), April 2013,
https://www.whitehouse.gov/BRAIN.

!> National Robotics Initiative, June 2011, https://www.whitehouse.gov/blog/2011/06/24/developing-next-
generation-robots.
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Al R&D Strategic Plan focuses on the R&D investments needed to help define and advance policies that
ensure the responsible, safe, and beneficial use of Al.

A Vision for Advancing our National Priorities with Al

Driving this Al R&D Strategic Plan is a hopeful vision of a future world in which Al is safely used for
significant benefit to all members of society. Further progress in Al could enhance wellbeing in nearly all
sectors of society,'® potentially leading to advancements in national priorities, including increased
economic prosperity, improved quality of life, and strengthened national security. Examples of such
potential benefits include:

Increased economic prosperity: New products and services can create new markets, and improve the
quality and efficiency of existing goods and services across multiple industries. More efficient logistics
and supply chains are being created through expert decision systems.’” Products can be transported
more effectively through vision-based driver-assist and automated/robotic systems.'® Manufacturing
can be improved through new methods for controlling fabrication processes and scheduling work
flows.™

How is this increased economic prosperity achieved?

e Manufacturing: Technological advances can lead to a new industrial revolution in
manufacturing, including the entire engineering product life cycle. Increased used of robotics
could enable manufacturing to move back onshore.?® Al can accelerate production capabilities
through more reliable demand forecasting, increased flexibility in operations and the supply
chain, and better prediction of the impacts of change to manufacturing operations. Al can create
smarter, faster, cheaper, and more environmentally-friendly production processes that can
increase worker productivity, improve product quality, lower costs, and improve worker health
and safety.?! Machine learning algorithms can improve the scheduling of manufacturing
processes and reduce inventory requirements.”> Consumers can benefit from access to what is
now commercial-grade 3-D printing.”?

e Logistics: Private-sector manufacturers and shippers can use Al to improve supply-chain
management through adaptive scheduling and routing.?* Supply chains can become more robust

'® See the “2016 Report of the One Hundred Year Study on Artificial Intelligence”, which focuses on the anticipated
uses and impacts of Al in the year 2030, https://ail100.stanford.edu/2016-report.

Y E. W. T. Ngai, S. Peng, P. Alexander, and K. K. L. Moon, "Decision support and intelligent systems in the textile
and apparel supply chain: An academic review of research articles," Expert Systems with Applications, 41(2014):
81-91.

'8 J. Fishelson, D. Freckleton, and K. Heaslip,"Evaluation of automated electric transportation deployment
strategies: integrated against isolated," IET Intelligent Transport Systems, 7 (2013): 337-344.

¥ C.H. Dagli, ed., Artificial neural networks for intelligent manufacturing, Springer Science & Business Media, 2012.
D W. Brin, “Robotics on the Rise”, MHI Solutions, Q3, 2013,
https://dinahwbrin.files.wordpress.com/2013/07/mbhi-solutions-robotics.pdf.

2! “Robotics Challenge Aims to Enhance Worker Safety, Improve EM Cleanup”, DOE Office of Environmental
Management, August 31, 2016, http://energy.gov/em/articles/robotics-challenge-aims-enhance-worker-safety-
improve-em-cleanup-other-em-events-set.

22 M. ). Shaw, S. Park, and N. Raman, "Intelligent scheduling with machine learning capabilities: the induction of
scheduling knowledge," IIE transactions, 24.2 (1992): 156-168.

2 H. Lipson and M. Kurman, Fabricated: The new world of 3D printing, John Wiley & Sons, 2013.

** M. S. Fox, M. Barbuceanu, and R. Teigen, "Agent-oriented supply-chain management," International Journal of
Flexible Manufacturing Systems, 12 (2000): 165-188.
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to disruption by automatically adjusting to anticipated effects of weather, traffic, and
unforeseen events.”

e Finance: Industry and government can use Al to provide early detection of unusual financial risk
at multiple scales.? Safety controls can ensure that the automation in financial systems reduces
opportunities for malicious behavior, such as market manipulation, fraud, and anomalous
trading.”’ They can additionally increase efficiency and reduce volatility and trading costs, all
while preventing systemic failures such as pricing bubbles and undervaluing of credit risk.?®

e Transportation: Al can augment all modes of transportation to materially impact safety for all
types of travel.”? It can be used in structural health monitoring and infrastructure asset
management, providing increased trust from the public and reducing the costs of repairs and
reconstruction.®® Al can be used in passenger and freight vehicles to improve safety by
increasing situational awareness, and to provide drivers and other travelers with real-time route
information.>! Al applications can also improve network-level mobility and reduce overall
system energy use and transportation-related emissions.*?

e Agriculture: Al systems can create approaches to sustainable agriculture that are smarter about
the production, processing, storage, distribution, and consumption of agricultural products. Al
and robotics can gather site-specific and timely data about crops, apply needed inputs (e.g.,
water, chemicals, fertilizers) only when and where they are needed, and fill urgent gaps in the
agricultural labor force.*

o Marketing: Al approaches can enable commercial entities to better match supply with demand,
driving up revenue that funds ongoing private sector development.* It can anticipate and
identify consumer needs, enabling them to better find the products and services they want, at
lower cost.>

%> 5. K. Kumar, M. K. Tiwari, and R. F. Babiceanu, "Minimisation of supply chain cost with embedded risk using
computational intelligence approaches," International Journal of Production Research, 48 (2010): 3717-3739.
26 A. S. Koyuncugil and N. Ozgulbas, "Financial early warning system model and data mining application for risk
detection," Expert Systems with Applications, 39 (2012): 6238-6253.
*’ K. Golmohammadi and O. R. Zaiane, "Time series contextual anomaly detection for detecting market
manipulation in stock market," IEEE International Conference on Data Science and Advanced Analytics (DSAA),
2015.
27 Mizuta, K. Izumi and S. Yoshimura, "Price variation limits and financial market bubbles: Artificial market
simulations with agents' learning process," IEEE Conference on Computational Intelligence for Financial Engineering
& Economics (CIFEr), 2013.
% ). H. Gillulay and C. J. Tomlin, "Guaranteed safe online learning of a bounded system," IEEE/RSJ International
Conference on Intelligent Robots and Systems, 2011.
05 M. W. Brownjohn, "Structural health monitoring of civil infrastructure," Philosophical Transactions of the Royal
Society of London A: Mathematical, Physical and Engineering Sciences, 365 (2007): 589-622.
*! Dia, Hussein, "An agent-based approach to modelling driver route choice behaviour under the influence of real
time information," Transportation Research Part C: Emerging Technologies, 10 (2002): 331-349.
2 4. Kargupta, J. Gama, and W. Fan, "The next generation of transportation systems, greenhouse emissions, and
data mining," Proceedings of the 16th ACM SIGKDD International Conference on Knowledge Discovery and Data
Mining, 2010.
** H. Hagras, M. Colley, V. Callaghan, and M. Carr-West, "Online learning and adaptation of autonomous mobile
robots for sustainable agriculture," Autonomous Robots, 13 (2002): 37-52.
*T.Di Noia, E. Di Sciascio, F. M. Donini, and M. Mongiello, "A system for principled matchmaking in an electronic
marketplace," International Journal of Electronic Commerce, 8 (2004): 9-37.
*R.H. Guttman, A. G. Moukas, and P. Maes, "Agent-mediated electronic commerce: a survey," The Knowledge
Engineering Review, 13 (1998): 147-159.
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e Communications: Al technologies can maximize efficient use of bandwidth and automation of
information storage and retrieval.>® Al can improve filtering, searching, language translation, and
summarization of digital communications, positively affecting commerce and the way we live
our lives.”

e Science and Technology: Al systems can assist scientists and engineers in reading publications
and patents, refining theories to be more consistent with prior observations, generating testable
hypotheses, performing experiments using robotic systems and simulations, and engineering
new devices and software.*®

Improved educational opportunity and quality of life: Lifelong learning can be possible through
virtual tutors that develop customized learning plans to challenge and engage each person based on

their interests, abilities, and educational needs. People can live healthier and more active lives, using
personalized health information tailored and adapted for each individual. Smart homes and personal
virtual assistants can save people time and reduce time lost in daily repetitive tasks.

How will Al improve educational opportunities and social wellbeing?

e Education: Al-enhanced learning schools can be universally available, with automated tutoring
that gauges the development of the student.'® Al tutors can complement in-person teachers and
focus education on advanced and/or remedial learning appropriate to the student.'® Al tools can
foster life-long learning and the acquisition of new skills for all members of society."®

e Medicine: Al can support bioinformatics systems that identify genetic risks from large-scale
genomic studies (e.g., genome-wide association studies, sequencing studies), and predict the
safety and efficacy of new pharmaceuticals.* Al techniques can allow assessments across multi-
dimensional data to study public health issues and to provide decision support systems for
medical diagnoses and prescribe treatments.*® Al technologies are required for the
customization of drugs for the individual; the result can be increased medical efficacy, patient
comfort, and less waste.*!

e Law: The analysis of law case history by machines can become widespread.* The increased
sophistication of these processes can allow for a richer level of analysis for assisting the
discovery process.*” Legal discovery tools can identify and summarize relevant evidence; these
systems may even formulate legal arguments with increasing sophistication.*

%% |. Kushchu, "Web-based evolutionary and adaptive information retrieval," IEEE Transactions on Evolutionary
Computation, 9 (2005): 117-125.
. Jin, P. Ji, Y. Liu, and S. C. J. Lim, "Translating online customer opinions into engineering characteristics in QFD: A
probabilistic language analysis approach," Engineering Applications of Artificial Intelligence, 41 (2015): 115-127.
*R.D. King, J. Rowland, S. G. Oliver, M. Young, W. Aubrey, E. Byrne, M. Liakata, M. Markham, P. Pir, L. N.
Soldatova, A. Sparkes, K. E. Whelan, and A. Clare, “The Automation of Science”, Science, 324 (2009): 85-89.
%% B. Aksu, A. Paradkhar, M. de Matas, O. Ozer, T. Guneri, and P. York, "A quality by design approach using artificial
intelligence techniques to control the critical quality attributes of ramipril tablets manufactured by wet
granulation," Pharmaceutical development and technology, 18 (2013): 236-245.
“Op. Szolovits, R. S. Patil, and W. B. Schwartz, "Artificial intelligence in medical diagnosis," Annals of internal
medicine, 108 (1988): 80-87.
. Awwalu, Jamilu, A. G. Garba, A. Ghazvini, and R. Atuah,"Artificial Intelligence in Personalized Medicine
Application of Al Algorithms in Solving Personalized Medicine Problems," International Journal of Computer Theory
and Engineering, 7 (2015): 439.
2T, Bench-Capon, M. Araszkiewicz, K. Ashley, K. Atkinson, F. Bex, F. Borges, D. Bourcier, P. Bourgine, J. Conrad, E.
Francesconi, T. Gordon, G. Governatori, J. Leidner, D. Lewis, R. Loui, L. McCarty, H. Prakken, F. Schilder, E.
Schweighofer, P. Thompson, A. Tyrrell, B. Verheij, D. Walton, and A. Wyner, "A history of Al and Law in 50 papers:
25 years of the international conference on Al and Law," Artificial Intelligence and Law, 20 (2012): 215-319.
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e Personal services: Al software can make use of knowledge from multiple sources to provide
more accurate information for a multitude of uses.*® Natural language systems can provide
intuitive interfaces to technological systems in real-world, noisy environments.** Personalized
tools can enable automated assistance with individual and group scheduling.”” Text can be
automatically summarized from multiple search outcomes, enhanced across multiple media.*® Al
can enable real-time spoken multi-lingual translation.*’

Enhanced national and homeland security: Machine learning agents can process large amounts of
intelligence data and identify relevant patterns-of-life from adversaries with rapidly changing tactics.*®
These agents can also provide protection to critical infrastructure and major economic sectors that are
vulnerable to attack.* Digital defense systems can significantly reduce battlefield risks and casualties.*

How is enhanced national and homeland security achieved?

e Security and law enforcement: Law enforcement and security officials can help create a safer
society through the use of pattern detection to detect anomalous behavior in individual actors,
or to predict dangerous crowd behavior.*® Intelligent perception systems can protect critical
infrastructure, such as airports and power plants.*

o Safety and prediction: Distributed sensor systems and pattern understanding of normal
conditions can detect when the probability of major infrastructure disruptions increases
significantly, whether triggered by natural or man-made causes. >* This anticipatory capability
can help indicate where the problem will be, to adapt operations to forestall disruption as, or
even before it happens.>

This vision for the positive use of Al, however, requires significant R&D advancements. Many critical and
difficult technical challenges remain in all subfields of Al, both in basic science and in areas of
application. Al technologies also present risks, such as the potential disruption of the labor market as
humans are augmented or replaced by automated systems, and uncertainties about the safety and
reliability of Al systems. Subsequent sections of this Al R&D Strategic Plan discuss high-priority, strategic
areas of Al R&D investments that will support this vision, while mitigating potential disruption and risk.

B K. Wei, J. Huang and S. Fu, "A survey of e-commerce recommender systems," International Conference on
Service Systems and Service Management, 2007.
* M. Fleischman and D. Roy, "Intentional context in situated natural language learning," Proceedings of the Ninth
Conference on Computational Natural Language Learning, Association for Computational Linguistics, 2005.
> p. Berry, K. Conley, M. Gervasio, B. Peintner, T. Uribe, and N. Yorke-Smith, "Deploying a personalized time
management agent," Proceedings of the Fifth International Joint Conference on Autonomous Agents and
Multiagent Systems, 2006.
* U. Hahn and I. Mani, "The challenges of automatic summarization," Computer, 33 (2000): 29-36.
M. Paul, H. Okuma, H. Yamamoto, E. Sumita, S. Matsuda, T. Shimizu, and S. Nakamura,"Multilingual mobile-
phone translation services for world travelers," 22nd International Conference on Computational Linguistics:
Demonstration Papers, Association for Computational Linguistics, 2008.
®G. Gross, E. Little, B. Park, J. Llinas, and R. Nagi, "Application of multi-level fusion for pattern of life analysis,"
18th International Conference on Information Fusion, 2015.
*s. L. P. Yasakethu, J. Jiang, and A. Graziano, "Intelligent risk detection and analysis tools for critical infrastructure
protection," IEEE International Conference on Computer as a Tool (EUROCON), 2013.
N, G. Siegel and A. M. Madni, "The Digital Battlefield: A Behind-the-Scenes Look from a Systems Perspective,"
Procedia Computer Science, 28 (2014): 799-808.
> B. Genge, C. Siaterlis, and G. Karopoulos, "Data fusion-based anomaly detection in networked critical
infrastructures," 43rd Annual IEEE/IFIP Conference on Dependable Systems and Networks Workshop (DSN-W),
2013.
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Current State of Al

Since its beginnings, Al research has advanced in three technology waves. The first wave focused on
handcrafted knowledge, with a strong focus in the 1980s on rule-based expert systems in well-defined
domains, in which knowledge was collected from a human expert, expressed in “if-then” rules, and then
implemented in hardware. Such systems-enabled reasoning was applied successfully to narrowly
defined problems, but it had no ability to learn or to deal with uncertainty. Nevertheless, they still led to
important solutions, and the development of techniques that are still actively used today.

The second wave of Al research from the 2000s to the present is characterized by the ascent of machine
learning. The availability of significantly larger amounts of digital data, relatively inexpensive massively
parallel computational capabilities, and improved learning techniques have brought significant advances
in Al when applied to tasks such as image and writing recognition, speech understanding, and human
language translation. The fruits of these advances are everywhere: smartphones perform speech
recognition, ATMs perform handwriting recognition on written checks, email applications perform spam
filtering, and free online services perform machine translation. Key to some of these successes was the
development of deep learning.

Al systems now regularly outperform humans on specialized tasks. Major milestones when Al first
surpassed human performance include: chess (1997),52 trivia (2011),53 Atari games (2013),54 image
recognition (2015),55 speech recognition (2015),56 and Go (2016).57 The pace of such milestones appears
to be increasing, as is the degree to which the best-performing systems are based on machine learning
methods, rather than sets of hand-coded rules.

Such achievements in Al have been fueled by a strong base of fundamental research. This research is
expanding and is likely to spur future advances. As one indicator, from 2013 to 2015 the number of Web
of Science-indexed journal articles mentioning "deep learning" increased six-fold (Figure 1). The trends
also reveal the increasingly global nature of research, with the United States no longer leading the world
in publication numbers, or even publications receiving at least one citation (Figure 2).

The U.S. Government has played a key role in Al research, although the commercial sector is also active
in Al-related R&D.>® There has been a sharp increase in the number of patents that use the term “deep
learning” or “deep neural net” (Figure 3). From 2013 to 2014, there was a four-fold increase in venture
capital directed to Al startups. Al applications are now generating substantial revenues for large
businesses.®® The impact of Al on financial systems is even larger—automated (“algorithmic”) trading is
responsible for about half of all global financial trading, representing trillions of dollars in transactions.®*

>2 M. Campbell, A. J. Hoane Jr., F-H. Hsu, “Deep Blue,” Artificial Intelligence, 134 (2002): 57-83.
>*"IBM's "Watson" Computing System to Challenge All Time Jeopardy! Champions," news release by Sony Pictures
Television, December 14, 2010.
> “Asynchronous Methods for Deep Reinforcement Learning,” http://arxiv.org/pdf/1602.01783v2.pdf.
>* “Deep Residual Learning for Image Recognition,” http://arxiv.org/abs/1512.03385v1; for human performance,
see http://karpathy.github.io/2014/09/02/what-i-learned-from-competing-against-a-convnet-on-imagenet/.
% “Deep Speech 2: End-to-End Speech Recognition in English and Mandarin,” http://arxiv.org/abs/1512.02595v1.
>’'s. Byford, "Google's AlphaGo Al beats Lee Se-dol again to win Go series 4-1," The Verge, March 15, 2016.
*% “Microsoft, Google, Facebook and more are investing in artificial intelligence: What is their plan and who are the
other key players?”, TechWorld, September 29, 2106, http://www.techworld.com/picture-gallery/big-data/9-tech-
giants-investing-in-artificial-intelligence-3629737/.
> “prtificial Intelligence Startups See 302% Funding Jump in 2014,” CB Insights, February 10, 2015.
% “The Business of Google,” Investopedia, 2016,
http://www.investopedia.com/articles/investing/020515/business-google.asp, retrieved October 5, 2016.
®1 B. M. Weller, “Efficient Prices at Any Cost: Does Algorithmic Trading Deter Information Acquisition?”, May 21,
2016, http://ssrn.com/abstract=2662254 or http://dx.doi.org/10.2139/ssrn.2662254.
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Deep Learning
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Figure 1: Journal articles mentioning “deep learning” or “deep neural network”, by nation.
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Figure 2: Journal articles cited at least once, mentioning “deep learning” or “deep neural network”, by nation.

%2 Data for this figure was obtained from a search of the Web of Science Core Collection for "deep learning" or
"deep neural net*", for any publication, retrieved 30 August 2016.
% Data for this figure was obtained from a search of the Web of Science Core Collection for "deep learning" or
"deep neural net*", limited to publications receiving one or more citations, retrieved 30 August 2016.
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Deep Learning in Patents
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Figure 3: Analysis of number of patents using term “deep learning” or “deep neural net”.*

Despite progress, Al systems still have their limitations. Virtually all progress has been in "narrow Al"
that performs well on specialized tasks; little progress has been made in "general Al" that functions well
across a variety of cognitive domains. Even within narrow Al, progress has been uneven. Al systems for
image recognition rely on significant human effort to label the answers to thousands of examples.® In
contrast, most humans are capable of "one-shot" learning from only a few examples. While most
machine vision systems are easily confused by complex scenes with overlapping objects, children can
easily perform "scene parsing." Scene understanding that is easy for a human is still often difficult for a
machine.

The Al field is now in the beginning stages of a possible third wave, which focuses on explanatory and
general Al technologies. The goals of these approaches are to enhance learned models with an
explanation and correction interface, to clarify the basis for and reliability of outputs, to operate with a
high degree of transparency, and to move beyond narrow Al to capabilities that can generalize across
broader task domains. If successful, engineers could create systems that construct explanatory models
for classes of real world phenomena, engage in natural communication with people, learn and reason as
they encounter new tasks and situations, and solve novel problems by generalizing from past
experience. Explanatory models for these Al systems might be constructed automatically through
advanced methods. These models could enable rapid learning in Al systems. They may supply “meaning”
or “understanding” to the Al system, which could then enable the Al systems to achieve more general
capabilities.

% Data for this figure wa